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Transactions Cost Modeling: 
Historical Perspectives, Real Results, and Future Directions 

Michael P. McElroy 
Independence Investment Associates, Inc. 

The overall aim of this work is to describe some practical transactions cost modeling results using "real" 
trading data at Independence Investment Associates. The subject is approached as follows. First, a 
"historical prelude" will discuss the setting in which the problem first arose, as well as some of the 
relevant literature relating to the problem. Second, some issues to think about when doing transactions 
cost modeling on your own data will be mentioned. Third, results found on the real data will be 
discussed. Lastly, a discussion of findings and lessons learned, as well as future directions to take with 
this research will conclude the paper. 

In addition to this narrative discussion of the presentation given in Key West, I have included both a copy 
of the slides presented there, as well as a bibliography of what I feel has been helpful literature along the 
way, and a copy of the bibliography provided to participants of the Berkeley seminar, which I did not 
attend. Caveat Emptor! 

The Problem 

The aim of this study was to develop a functional form for estimating transactions costs. Why model 
transactions costs? There are several reasons. 

First, mean-variance portfolio optimization requires some estimate of these costs as part of the objective 
function -- having a functional form for the transactions cost (assuming the functional form can be 
handled by the optimizer) allows for a cost estimate to be made based on some pre-trade parameters. 
Extending this to a multi-portfolio environment where global optimizations might be done (optimizing 
several accounts simultaneously, rather than singly), having some non-linear or other specification for a 
transactions cost function might improve the cost estimation and alpha capture for the entire "book" of 
portfolios. 

Second, the ability to model transactions costs could allow for more careful evaluation of the trading 
function within a firm. The trading function, long viewed as a cost center in investment management 
organizations, might one day be viewed as a profit center, where keeping trading costs down in relation to 
"industry norms" means the difference between profitability and deficit. In this setting, having some 
"benchmark price" for each trade as calculated by a transaction cost model would allow for evaluation of 
individual trades. One problem with this type of evaluation is that the transactions cost modeling effort 
may be modeling the behavior of the trading desk, rather than the "real" costs in the market, independent 
of trading style. These are very difficult links to break, though. 

Lastly, understanding transactions costs can be used as a tool for a client's understanding and information 
regarding the trading function. Analysis of a client's individual trades allows for the discussion of the 
exact costs and reasons why these costs arose, and the comparison of these costs to the expected costs 
given by the functional form. 

At Independence, we have a method for assigning expected transactions costs prior to portfolio 
optimization. We calculate the total dollar value traded over a specific time period for each stock, and 
divide by the day-to-day price movements in the stock price over the time period. This metric ("liquidity 
value") yields a number with units of dollars traded per percentage price movement -- the higher the 
number, the better. We then assign to this metric an expected impact cost, which is obtained from 
historical experience and external studies, such as Abel-Noser. The initial question which motivated our 
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Correlation Analy_sis 

■ Correlations very low, and wrong sign! 
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work in transactions cost modeling was the low correlation between this liquidity value and the observed 
trading costs calculated from our data. As can be seen from the exhibits (slide #5), there is a very low 
correlation between our liquidity code (LIQCODE) and both the "straight" (IMPACT!) and "market
adjusted" (IMPACT2) impacts. In fact, the signs of both these correlations turns out to be negative, which 
is not what we would expect ahead of time if our model were totally valid. 

Because of the low correlations found, the problems to be tackled were: (1) Is there a better way to 
categorize the expected impact costs? (2) A priori, can we estimate what the transactions costs might be? 
and (3) Try out our hypotheses on real trading data. To solve these problems, the plan of attack was to do 
a literature review, learning as much as possible about the definition and measurement of market impact, 
as well as other modeling efforts that have been done, and then apply both prior functional specification as 
well as our own hypotheses to the data. 

Definitions 

Market impact is defined as the percentage difference between some benchmark price and the effective 
execution price of the trade. There are many choices for this benchmark price, each having its own 
advantages and disadvantages. 

One can use a pre-trade benchmark, such as the previous night's closing price or the open price the day 
trading begins. While the number is easy to obtain, it is frequently argued that this price often times does 
not reflect the price available when the order is submitted to the desk. A second benchmark choice is 
some average price (such as volume-weighted average price, or VW AP), which measures how well one 
traded relative to all trades occurring throughout the day. This benchmark is gameable, meaning that 
traders who monitor it are able to withhold trading (in a trendless market) until the price is on the "right 
side" of this VW AP, as to make their trading appear skillful. A third benchmark choice is a post-trade 
price -- either one or more days after the trade has finished. This measure is not gameable, _since the 
trader has no control of price once he/she is done trading and out of the market. The impact in this case is 
calculated as the percentage difference between the effective trade price and the post-trade price. The 
issue to resolve in using the post-trade price is how many days forward is the proper amount to "look 
ahead?" A final choice for a benchmark price is the market price at the time the order is submitted -- this 
gets us nearer to a measure of the "implementation shortfall," which will be defined later. 

Another issue to be concerned with when calculating trade impact is the effect of either sector or market 
moves over the trade period. If the mandate of a trading desk is just to execute trades, then perhaps sector 
or market movement should be accounted for ih the calculation of impact, since it was out of the sphere of 
responsibility of the traders. However, if the trading desk is also asked to time trades until when it thinks 
it can get the "best" price, then maybe market and/or sector movement should be ignored, since it was a 
part of the trading decision. 

In searching the modeling literature, my findings can be broken down into four categories. The first 
category are the liquidity measures, such as a measure similar to the one mentioned above that we use at 
Independence. For lack of a better name, I call this the "Ami vest" liquidity measure (formula appears on 
slide #8.) Hasbrouck and Schwartz have created a "market efficiency coefficient" which measures the 
ratio oflong-term (24-day) volatility to short-term (one-day) volatility - the higher the ratio, the more 
efficient and liquid the market is for that particular stock. 

A second category would contain the implementation shortfall methodologies, as defined by Andre Perold. 
This methodology provides an ex-post method to calculate the differences between the paper portfolio 
performance and the actual performance of a portfolio. Probably the best application of his technique is in 
looking at the "Value Line Anomaly", which is the difference between a paper portfolio of Value Line 
stocks and the actual market performance of this portfolio. What this methodology does not do, though, is 
explain why this shortfall occurred, which is the question we wanted to answer in our study. 
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Some of the Modeling Literature 

■ Liquidity Measures 
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The "Value Line Anomalr" 
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The Modeling Literature (continued) 

■ Market Microstructure Studies 

-- Spread as indication of liquidity 

-- Supply & Demand framework 

-- Berkeley Seminar bibliography (300 papers) 

■ Loeb Function for estimating expected impact costs 

-- Finally, a functional form! 

-- ln ( C e) = 3 .45 + 0 .46 ln ( p) + 0. 023 (In p / - 0 .18 ln ( m) 

-- Derived from data on small capitalization stocks 
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A third category of research into transactions costs are what can be called the "market microstructure" 
studies. While too numerous to mention, the main idea behind these studies is that the spread of a stock is 
an indication of its liquidity. Most of these studies model markets within a supply and demand 
framework, with a lack of liquidity explaining markets that are "out of equilibrium." I have attached a 
"market microstructure" bibliography from the most recent Berkeley Seminar (March 1993) for perusal. 

A last category of research are the functional models to explain transactions costs. In this category I 
found few entrants, although one promising candidate was the "Loeb function" as defined in a paper by 
Thomas Loeb. This function attempts to explain expected transactions cost as a function of the percentage 
of market capitalization traded and the market cap of the stock. However, Loeb's function was calculated 
on small-capitalization "indication" data, rather than real market prices. This function offered a good 
departure point for our own testing and model development, though. 

Data Available 

The characteristics of the data set are shown on slide #15. The trade data used in this study spanned the 
time period January 1, 1991 through November 30, 1992 (23 months) and contained 18,393 separate 
trades. One point to note about the data set is the size of the standard deviations in relation to the means -
- most are much larger, which could serve as a "red flag" to some possible modeling "problems." In fact, 
slide #16 provides a scatter plot of one of the variables versus the market impact, showing the "noise" 
present in the data. 

As defined on slides #13 and #14, a trade is defined as the aggregate of all orders on a given day for a 
given stock, which is considered active until there is no remaining open position. Impact is then 
calculated as the percentage difference between the benchmark price (here, the previous night's closing 
price, since this is the price we use to do valuation) and the effective (volume-weighted) trade price. I 
impose a threshold level of 20 trades per stock (an arbitrary amount) for inclusion in the data set -- this 
filters the data set down to 248 names - to hopefully give any results some significance. 

The variables available can be classified into three buckets -- "pre-trade" known, "post-trade" known, and 
variables I wish I had access to or included. In the first "pre-trade" basket, the variables (and their 
identifiers as seen on slide #15) are: 

l. Shares (SHARES)- total shares in the trade 
2. Dollars (DOLLARS) - shares times price 
3. Float (FLOAT)- shares outstanding in the stock traded (total float) 
4 . Market Capitalization (MKTCAP)- shares outstanding times market price at time trade 
commenced 
5. Percentage of Market Capitalization (MCAPPCT)- DOLLARS/MKTCAP 
6. Average Cost of Share (A VGDOLR) - average cost of share traded 
7. Trading Intensity (INTENSE) - 5-day prior average volume/SHARES 
8. 20-day historical volatility (SIGMA) - volatility of stock over 20 days prior to trade commencing 
9. 5-day prior average volume (VOL5DA Y) - average volume traded in stock over 5 days prior to 
trade 
10. Liquidity code (LIQCODE) - our internally-generated code 

The "post-trade" basket contains the following information: 

1. Days to finish trade (DAYS) - total duration of trade, in days 
2. Percentage of Volume (PCTVOL) - percent of volume represented by SHARES during DAYS 

The "wish-list" variables are: 
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Our Study_ -- Definitions I 

■ "Trade" defined as aggregate of all orders on given day for a stock 

■ Trade finished when no open positions exist, e.g., 

Date Open Shares New Shares Traded Avg Price 

920601 0 65000 32000 50.125 

920602 33000 15000 20000 50.375 

920603 28000 2000 7500 51.25 

920604 22500 0 20000 50.875 

920605 2500 0 2500 51.00 
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Our Studt - Definitions II 

■ Calculation of impact (assume previous close price = 50.00) 

Date Open Shares New Shares Traded Avg Price 

920601 0 65000 32000 50.125 

920602 33000 15000 20000 50.375 

920603 28000 2000 7500 51.25 

920604 22500 0 20000 50.875 

920605 2500 0 2500 51.00 

Impact= (50 - 50.4985) / 50 = - 0.0099 

■ Threshold number of trades per security: 20 
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A Detailed Look at Our Data 

Variable N 

T DATE 18393 
LIQCODE 18393 
DAYS 18393 
SHARES 18393 
DOLLARS 18393 
FLOAT 18393 
VOLPCT 18393 
MKTCAP 18393 
MCAPPCT 18393 
AVGDOLR 18393 
INTENSE 18393 
SIGMA 18393 
VOL5DAY 18393 
IMP1 18393 
IMP2 18393 
NTRADES 18393 

Mean 

916066.02 
1.9715653 
1.3115859 
25869.85 

1089533.33 
247075486 
4.2877453 

13008900625 
0.0206631 
48.8251503 
0.0028172 
33.6629696 
561892.31 

-0.2785442 
-0.2778959 

103.9444898 

Std Dev Minimum Maximum 

4944.48 910102.00 921130.00 
1.1791959 1.0000000 5.0000000 
1.3862029 1.0000000 32.0000000 

98622.71 14.0000000 3945300.00 
3833904.67 130.0000000 104726796 
2572097 46 797 4000.00 1335609000 
7 .0580392 0.0100000 49. 7 400000 
16179510410 80057250.00 81157963250 
0.0762022 6E-6 2.6360320 
23.0887372 5.8800000 167.4600000 
0.0032293 0.000100000 0.0764000 
15. 7654482 4.0000000 148.0000000 
560752. 77 3420.00 5557780.00 
1.4835605 -21. 7620000 10.6670000 
1.4436392 -17 .4400000 9.5300000 
50.5873120 20.0000000 233.0000000 

,r 
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Does Loeb Fit Our Data? 

■ Loeb: ln(Cex) = f (ln(mktcap ),ln(pctmcap )) , R2 = o.938 

■ Our data -- full data set R2 = 0.0349 

Why? Perhaps his results on smaller cap universe? 

■ Results on subset of our trade universe -- R2 = 0.0246 

■ Obviously, this function doesn't work on our universe 
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A Look at Our Trade Universe 

Market impact vs. Dollar size of Trade 
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I . Size of spread in market at time of trade 
2. Decision trigger - was it a value or momentum model that initiated trade decision? 
3. Industry or sector dummy variable -- this will be put in for further research. 
4. Broker - the particular broker involved with the trade (Problem: several for multi-day trades) 
5. "Soft-Dollar" dummy - was trade done with specific broker to satisfy soft-dollar arrangements? 

There are also two impact calculations that are relevant. The first, IMPl, is the straight impact 
calculation (not adjusted for market movement.) As discussed above, this number is the percentage 
difference between the benchmark price and the volume-weighted effective trade price. The second 
number of interest is IMP2, the market-movement-adjusted impact number. This number is highly 
correlated with the non-adjusted impact number IMPl, as can be seen in the correlation table on slide #5. 
The importance of this high correlation is that the results of this study (done on the non-market-adjusted 
impacts) are probably transferable to the market-adjusted market impacts with little loss of generalization. 
NTRADES represents the number of trades for each of the tickers - it ranges from 20 trades (the lower 
threshold) up to 233 trades. 

Results 

We first used the Loeb function to try to explain the observed impact costs in our data. For each of the 
trades in our set of 18393, we knew the impact, the market capitalization of the stock, and the percentage 
of market capitalization that the trade represented. Using these parameters, we tried to fit a Loeb function 
to our data, with poor success. While Loeb claimed to have an equation with R2 of0.938, our attempt 
generated almost the complement of this number, giving an R2 of only 0.0349! Why the huge difference? 
A couple of reasons might explain it. First, Loeb used data for a fairly small capitalization universe, while 
our universe is rife with larger issues (see on slide #15 that the average market cap is $13 billion.) A 
second reason is that Loeb used "indications" from dealers, rather than having to go in and trade the 
stocks. While I would not want to accuse him of "data-fitting", his results are almost too good to believe. 
So our first attempt at explaining the observed transactions costs were met with little success. 

The next step in the research was to try and incorporate other variables into a linear regression. The 
variables we included in this regression were those "pre-trade" variables mentioned above (values we 
would know with certainty prior to submitting the order to the trading desk) with the exception of our 
liquidity code (LIQCODE) and the percentage of market capitalization (MCAPPCTi" Using the other 
eight pre-trade regressors, a linear regression was fit, with a correspondingly low R value of0.03. 

The next attempt at explaining the impact was to divide the sample up. There are many possible ways to 
do the sampling. We can look at all the trades lumped together - as shown above, that didn't work. We 
can divide the trades into slices along some dimension (for instance, dollar size of trade larger than some 
level.) We can slice the trades aiong two or more dimensions - trades larger than $1 million dollars for 
stocks with market capitalization under some dollar level. Or we can try to model each stock's impacts 
separately. There are some problems with these techniques. First, what rules do you use for slicing up the 
data set? By having already looked at the data, one can come perilously close to data mining if he/she is 
not careful. Second, slicing the data into subsets, given that fact that we have some stocks with very few 
data points to begin with, can lead to a data problem, where one has too few data points in a subset to lead 
to any significance whatsoever. 

Nonetheless, we looked at some sample slices, the results of which are shown on slide #21. for the most 
part, the R2 values are still pretty low no matter how one slices and dices...the data -- only when breakj.ng 
the data into "good" and "bad" trades does the R2 approach something we might be happy with. Taking 
the slicing to the maximum degree, we can look at explaining the impact on each individual stock's 
trades. To do this, we ran a stepwise regression (a regression procedure which keeps bringing in variables 
as long as they do not "dilute" the F-statistic) for each stock - a chart showing the frequency of 
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Some Sample Slices 

■ "Low cap" (< $3 billion) , "High Cap" (> $30 billion) 

Fit not much better: R2 = 0.05 and 0.01, respectively 

■ Low cap & size > 5% of average volume 

R2 = 0.06 

■ Buys and Sells: R2 = 0.04 and 0.03, respectively 

■ Trades having "positive" impact (good): R2 = 0.17 

"negative" impact (bad): R2 = 0.23 
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occurrence for each of the regressors is shown on slide #22. As can be seen, if we had to make a guess as 
to the important variables in explaining costs, trading intensity and percentage of average volume seem 
like the best candidates. What we do not see, though, is that the more variables, the better the fit. For 
some stocks, we can explain over 60% of the impact with one variable (point A on slide #23 ), while other 
stocks require 5 regressors to explain the same amount (point Bon slide #23 .) 

So what's up with this data? Obviously, it's very noisy data (remember the large standard deviations?) 
Another issue, which was touched on earlier, is whether we are actually modeling the "real" transactions 
costs, or the behavior of our traders. If another firm were to do a similar analysis (perhaps a value or 
growth manager), would they get the same results? Secondly, has our optimization process (the liquidity 
code and assignment of assumed transactions costs) already influenced the data too much? And finally, 
what do we do for stocks with not enough data to model -- in our case, stocks with fewer than 20 trades 
over the 23-month period - or stocks not currently in our universe?. lfwe are able to find a formula for 
our data set, can it be directly applied to these sparse trades? 

To try to get our hands around the "noisy data" question, we ran a naive stability test on our data set. For 
this test, we took our 18393 trades and quintiled them by impact. We then looked at the cross-section of 
"tickers" within each of these quintiles, and created the following four categories: 

(1) Stocks with 75% of impacts in one quintile, other 25% in a contiguous quintile. 
(2) Stocks with 50% of impacts in one quintile, other 50% in a contiguous quintile. 
(3) Stocks with 50% of impacts in one quintile, other 50% in some other quintile (not contiguous.) 
( 4) All other cases. 

Not surprisingly, category (4) covered almost all of the securities (214/248 names in the data set.) This 
was just another piece of evidence showing us that the problem is not an easy one to solve. 

Conclusions, Lessons, and Future Directions 

After doing this work, it is certainly possible to come away with some observations. First, not much 
theoretical work has been done in this area, at least theoretical work which has data to back it up. Most 
work to date has been empirical. The reason for this as we view it (first-hand!) is that the data is messy 
and noisy to deal with, and requires a lot of prep time in order to get it ready for study. In fact, for this 
work discussed here, I think about 90% of the time was dedicated to data preparation and cleaning, and 
only about 10% of the time was actually spent running the SAS code on it. The area of transactions cost 
modeling, though, seems to be attracting interest, as evidenced by the large attendance at both the AIMR 
conference in December 1992 on transactions costs and market microstructure, and the Berkeley seminar 
in March 1993 on trading costs and techniques. 

Second, the more data the better. Out of our original data set spanning about 450 companies, applying the 
"20 trade" threshold almost cut the number of tickers in the data set in half, down to 248. More 
observations will lead to higher confidence that any results obtained will be significant, and will allow 
more "slicing and dicing" of the data without fear of creating single-digit data point data sets. 

Third, it is unlikely there is any single-formula panacea that will be discovered in the near future where 
we can plug in some pre-trade parameters, turn the crank, and come up with the exact expected 
transaction cost. Trading is too "episodic" for this type of analysis, although I feel work that has been 
done so far is very enlightening as to what might be the critical factors to control when going in to trade. 

Fourth, we might be modeling behavior, rather than "reality." There really is not an easy way to get 
around this problem, though, since we will always be captive to our own data. To these ends, it would be 
great to start creating a multiple-manager database (perhaps similar to a Plexus database) which would 



New Markets, New Methods 

Regression Results -- Individual Stocks 

■ Regression to explain individual stocks: median R2 = 0.17 

R2 range from 0.01 to 0.96 

■ Frequency of regressors 
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No Easy Way to Predict Impact ... 
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contain data from different styles of managers. This would allow us to observe different episodes, provide 
us (and all participants) with more data to draw conclusions on, and allow for out-of-sample testing. 

Lastly, perhaps linear modeling is not the way to go. Loeb used a non-linear model in his specification, 
and yet all the work I did (except to disprove his results on our data) was done in the linear regime. Can 
we perhaps come up with a good non-linear specification? The difficulty with this is what specification to 
use. Trial and error is one way to approach it; another might be to hypothesize the importance of different 
variables and then use trial and error. 

What good will come from this modeling? I see a couple of forces at work which will in time make this 
work very relevant. As managers become more concerned with their overall risk management, this whole 
idea of global optimizations that I mentioned earlier will place a premium on having some aggregate 
estimator for transactions costs. I think we all know and feel that these costs are not linear, but the 
quantitative rigor of modem portfolio theory and optimization will require that we have some functional 
specification for this estimator. 

The final point I want to make is the interplay between electronic trading systems (Instinet, Lattice, the 
Arizona Stock Exchange, and others) and the data-gathering piece of the task. As firms move more and 
more towards "the electronic age of trading," much of this data mentioned above will be a by-product of 
the trading function, and will be easily captured. I know from our own experience here at Independence, 
we are gathering much more information about a trade (the initial spread, size on each size of the spread, 
etc.) at the time the trade begins, as well as calculating the implementation shortfall for trades, all as a 
result of installing electronic methods. Installation of these systems forces a discipline that has not been 
required in the past, and I see this trend building in the future, which will allow for more high-quality 
data to be used in future studies, including our own. 
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